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ABSTRACT 
 
 
 
The concept of Data Mining and Data Warehousing in the context of Knowledge Discovery in 
Databases (KDD) has reached an important point since the introduction of e-Intelligent and e-
Business that bringing together customer and business providers in a mutual relationship. 
Particularly, Xelector Plc, a digital marketplace company will be a case study where KDD 
technology is applied in order to reach its specific business aims and objective. 
 
KDD concerns to the data analysis and techniques to find patterns and regularities in sets of data 
in the database. Computer aided is then responsible to identify the unseen, underlying rules and 
features in the data. In turns, it will provide more possibilities to extract patterns from data that 
are not acknowledged or noticed before. KDD tends to work with a vast volume of data and to 
finally reach reliable conclusions and decisions. KDD starts with a set of data, represents the data 
structure and obtains the knowledge. Once knowledge has been obtained, the larger data set can 
also be performed in the same way.  
 
There are two types of model of Data Mining, Verification Model and Discovery Model which 
are different in the doer of information digging up. Dealing with a vast amount of data, Data 
Mining also has to deal with the problems such as dynamic, incompleteness, noise and size of the 
data, in addition to the adequacy and relevance of the information stored. However, in its 
progress, Data Mining and KDD research have drawn a number of other well-known fields, 
such as inductive learning, machine learning and statistics, which is found to be very useful 
nowadays. 
 
Data Warehouse is a Relational Database Management System that is designed particularly to 
satisfy the needs of transaction processing systems. Data warehousing can perform an extraction 
to the archived data and overcome inconsistencies between different data formats through its 
particular characteristics and processes that comprise of insulating, retrieving, cleaning and 
transferring data into a transformed format in data warehouse.  
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INTRODUCTION 
 
 
A rapid growth has been achieved in the modern economic and business since it benefits from 
the progress of communication technologies, particularly the Internet. E-commerce or electronic 
commerce has become a trend in the world from its simplest form of sending advertisements 
through email and mailing lists to the graphical web-based product commercialisations. It 
expands the customer reached by the business to thousands or even millions of people who are 
located throughout vast geographic areas. This was the first breakthrough that came with the 
initiation of communication technology, along with the usage of conventional communication 
devices such as radio and television, that marketing became product oriented (Ananyan 2000).  
 
Continuously, the second revolution in economic world was forced by the speedy progress of 
computer technology, chiefly databases (Ananyan 2000). Many business corporations have been 
making use of the data about customers including their transactions that were stored as the 
historical data for future use. The trend then changed back to customer oriented again, which is 
believed and experienced, more efficient. The issue of using vast amount of data such as 
customer data then has been creating a need of an intelligent database technology, which is now 
called as the Knowledge Discovery in Databases (KDD). 
 
This paper aims to gain a deeper excavation in the application of KDD technology in a particular 
company, namely Xelector plc, which has been using the technology in past few years to chain 
together business providers and customers, in addition to a further discussion on the KDD itself. 
Systematically, this paper comprises of three major parts. First, a general technical overview of 
the Knowledge Discovery in Databases which will then be followed by the particular application 
of KDD in Xelector Plc as the second part. A two technical sessions of Data Mining and Data 
Warehousing –the particular important part of KDD—will come up in the third part and a 
conclusion will conclude and summarise this paper. 
 
The sources used in this paper are mostly from the Internet that provides the newest reference. 
However, a very limited number of classic books on Data Mining and KDD are also referred to 
give a broader and deeper background to this paper, in addition to the particular source kindly 
given by Xelector. 
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A GENERAL TECHNICAL OVERVIEW :  
KNOWLEDGE DISCOVERY IN DATABASES   

 
 
The term of “knowledge discovery in databases” indeed refers to the effort of discovering –
digging, excavating and exploring—a knowledge that lies in the large volume of data. And yet, 
according to an old the research conducted by the University of Belfast, it has been estimated 
that the amount of information in the world doubles every 20 months and the size and number 
of databases are increasing even faster (Dilly 1995) 
 
Basically, KDD concerns to the efforts of data analysing and techniques for finding patterns and 
regularities in sets of data in the database. The computer, than will be responsible for this activity 
by identifying the unseen, underlying rules and features in the data. Executing the KDD properly 
will provide more possibilities to extract patterns that are not previously known or too obvious 
to notice before. 
 
The KDD has a tendency to work with an orientation towards large volume of data and to make 
use of as much of the stored data as possible to finally reach reliable conclusions and decisions. 
The process of KDD starts with a set of data, uses a methodology to optimally represent the 
data structure and obtains the knowledge. Then, once knowledge has been obtained, based on 
the assumption of structure similarity, the larger data set can also be performed in the same way 
as it has been done to the sample data (Dilly 1995).  
 
Using KDD, there are associations between data elements and patterns which can be brought by 
the use of machine learning techniques (Umar 1994). For example, a company may have a huge 
inventory database, which is designed only to keep track of inventory in a warehouse, ordering of 
replenishment items, recording of sales that depleted the inventory, et cetera. KDD could help 
and perform a trend discovery in buying habits or some patterns in how distributors fill orders or 
something similar for the decision-making reasons. 
 
It has been well understood that the information is the centre of the business activities. The 
decision-makers, therefore, should be able to use the database to acquire valuable insight 
information into the business. Database Management Systems (DBMS) could give access to the data 
stored but this access was only a small part from what could be fetched from the data. For 
example, the traditional On-Line Transaction Processing systems (OLTP) is good at placing data into 
databases in a very quick, safe and efficient way. However, OLTP is not good enough to get the 
significant analysis from the data that can provide further knowledge about a business. The 
analysis can only be achieved by going beyond the data that are explicitly stored in the databases 
to obtain knowledge about the business. And from this point, the Data Mining and Data 
Warehousing in the context of KDD has benefits for many enterprises. 
 
The following picture tries to deliver the stages or processes that are identified in data mining 
and knowledge discovery by Usama Fayyad & Evangelos Simoudis, two of leading exponents of 
this area (Fayyad 1996).  
 
 
 
 

(see the figure in the next page) 
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Fig. 1. KDD Phases 
(Agrawal et al., in Fayyad 1996) 

 
The above phase starts with the raw data in large database and finishes with the extracted 
knowledge that has been acquired as a result of following stages (source adapted from Agrawal, 
et al, in Fayyad 1996):  

a. Selection 
Selecting the data according to certain criteria. For example: all those students who come 
from Asia; by this way, the subsets of data can be determined.  

b. Pre-processing  
This is also called the data cleansing stage. Certain unnecessary information that may 
slow down queries is removed. For example, it is unnecessary to note the sex of a patient 
when examining the pregnancy. The data is also reconfigured to ensure a consistent 
format because the data was drawn from several sources e.g. sex may recorded as “f” or 
“m” and as “1” or “0” as well.  

c. Transformation 
The data is not merely transferred across but transformed in that overlays may added 
such as the demographic overlays commonly used in market research. The data is made 
useable and navigable.  

d. Data mining  
The stage is concerned with the extraction of patterns from the data. A pattern can be 
defined as given a set of facts (data) F, a language L, and some measure of certainty C. A 
pattern is a statement S in L that describes relationships among a subset Fs of F with a 
certainty c such that S is simpler in some sense than the enumeration of all the facts in 
Fs.  

e. Interpretation and evaluation  
The patterns identified by the system are then interpreted into knowledge that can then 
be used to support human decision-making, i.e. prediction and classification tasks, 
summarizing the contents of a database or explaining observed phenomena.  
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AN INDUSTRIAL APPLICATION :  
KDD IN XELECTOR PLC. – AT A GLANCE 

(Most of this part refers to both the presentation of Xelector Plc –presented at UMIST in CT413 class on 
Thursday, 28 Sept 200—and the company’s web site, 

 www.xelector.com/media/about_content/corporateinfo.htm)  
 
 
Xelector Plc, a comparison-shopping site, is a Dublin-based, digital marketplace in the Europe 
which enables costumer to compare, select and buy financial services and utilities products such 
regulated products (i.e. life insurance, life investments, mutual funds and mortgages), 
protection products (i.e. insurance for motors, buildings and contents, travel, accident, sickness, 
unemployment and health) and unsecured credit products (i.e. credit cards and personal 
loans). 
 
Driven by the demand of a growing number of Europeans who are looking for unbiased 
Internet services that allow them to compare and purchase competing financial and utilities 
products and to make their own decisions about the products that are right for them, Xelector 
was established in Dublin, 1999 with an objective to satisfy this consumer demand, and to ensure 
that product providers and Web site partners have a prominent place in it (O’Sullivan and 
Murray 2000).  
 
The power of Xelector lies in its private label, called B2B2C (business-to-business-to-consumer) model 
that enables product providers and Web site partners find the right consumers and consumers 
find the right products. In particular, for product providers, Xelector helps to test and market more 
products, more quickly and sell more of them, in addition to learn about consumer behaviour. 
Xelector aims to satisfy the explosion of demand for an unbiased online comparison-shopping 
service and helps financial services providers and their Web site partners reach a fast-growing 
universe of self-directed consumers. For Web site partners, they can brand Xelector as their own 
service to enhance the stickiness, maximise revenues and increase the knowledge of the 
potentially millions of customer throughout Europe. For consumer, Xelector enables them to 
choose, select, compare and buy the best financial services and utilities products that matched to 
their precise needs. However, using that private B2B2C label, Xelector consequently chose to 
‘play in the background’ that means, Xelector will be invisible to the consumer who will 
experience the brand, look and feel of the Web site they are currently using. 
 
In other words, Xelector delivers choice to consumers, value to financial service providers and revenue and 
loyalty to Web site partners - linking them together in a mutually beneficial relationship. This is what 
Xelector defines as an “E-Intelligent Business Solution”. In addition, Xelector is now 
supported by investors include : Apax, Aureus, Capital Z, CGNU, Intel, Invision AG, Morgan 
Stanley Dean Witter, Nextech Venture, Overseas Union Bank, Vertex and Wit Capital (Xelector 
2000). 
 
Dealing with the enormous, vast and massive data of customers’ transaction, Xelector makes use 
of the KDD technology to achieve its aims, which will generally –at a glance—be presented here: 
 

(see the figure in the next page) 
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The Architecture Overview  

 

 

How will Xelector differ from other comparison shopping sites?  Xelector's key differentiators 
are: 
1. Xelector is a private label service, not a B2C (business-to-consumer) service, that leverages the 
power of our Web site partner and product provider brands to generate high growth revenue 
streams for them.  
2. Much more than a nuts-and-bolts quotations engine, Xelector sets itself apart from simple 
quotations-driven aggregators by employing comparison logic. This enables consumers to 
analyse and compare products on a variety of factors, not just price or a list of features.  
3. Xelector delivers product providers and Web site partners unprecedented marketing 
opportunities through its sophisticated database and data analysis tools. By instantly collecting 
important demographic data across Web sites and countries alike, Xelector enables providers and 
partners to learn about consumer behaviour and create new customer relationships. 

How does Xelector generate revenues? Xelector is free to consumers, providers and Web site 
partners. When Xelector does charge providers, it is for a new customer -- effectively, a finders' 
fee -- which is lower than normal rates elsewhere. We then pass a portion of this fee on to the 
Web site partner that originated the customer. 
 
 

Fig. 2. 
Xelector’s Architecture Overview  

(source : www.xelector.com/umist/sld013.htm) 
 
In “Transactional” side, consumers performed an on-line transaction through the Internet and 
then consequently input the data into XELOS OLTP (On-Line Transactional Processing) Databases, 
which also contains data inputted by the product providers through the interface. In the other 
side, the “Warehouse” side, the data from OLTP Database is then extracted into OLAP (On-Line 
Analysis Processing) Data Warehouse using the Extraction Modules –note that the external data is 
also inputted here—where the data will then be reported and analysed before being distributed 
to the providers and website partners.  
 
The first three parts of KDD methodology are clearly able to observe in this architecture 
(compare to the Fig. 1). The OLTP Databases is a large database, where the target data is the 
OLAP Databases, which is then pre-processed into transformed data distributed to three sides, 
namely AC/Xelector, Product Providers and Website Partners. 
 
The final two parts of KDD will soon be seen in the following Data Warehouse Architecture : 
 

 
 

(see the figure in the next page) 
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The Data Warehouse Architecture 
 
 
 
 
 
 
 
 
Headquarted in Dublin, Ireland, Xelector is a privately held company whose investors include: 
Apax, Aureus, Capital Z, CGNU, Intel, Invision AG, Morgan Stanley Dean Witter, Nextech 
Venture, Overseas Union Bank, Vertex and Wit Capital. 
Xelector will:  

• liberate and empower a growing universe of self-directed consumers. Xelector allows 
them to compare, select and buy financial products, matched to their precise needs, in an 
impartial environment.  

• offer financial services providers an Internet platform to price, market, sell and test their 
products - and learn about customer behaviour.  

• deliver revenue, stickiness and increased customer knowledge to Web site partners.  
 
 

Fig. 3. 
Xelector’s Data Warehouse Architecture  

(source : www.xelector.com/umist/sld014.htm) 
 
Going more detail to the third stages and continuing the first three stages of KDD above, the 
final two stages are clearly reviewed as well. From the OLAP Data Warehouse, both external and 
internal pre-processed data will then be transformed in the stage of “The Metadata 
Management” using SAS. This stage is the process of the Data Mining that will end up with the 
data patterns and trends. Once the trends and patterns are acquired, they will be uploaded into 
the Internet so that the customers, business providers and website partners can perform a 
decision-making using the knowledge extracted from those patterns and trends. This is what 
Xelector says as an “End-To-End-Solution” for a simple terminology of making use of KDD, 
which is diagrammatically explained below. 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 

Fig. 4. 
Xelector’s End-To-End Solution 

(source : www.xelector.com/umist/sld026.htm) 
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FURTHER TECHNICAL OVERVIEW :  
DATA MINING & DATA WAREHOUSING  

(Most of this part refers to the Data Mining Study by Ruth Dilly  
at parallel computer centre, Queen’s University of Belfast. 

 http://www_pcc.qub.ac.uk/tec/courses/datamining/stu_notes/dm_book_2.html)  
 
 
 
Evaluating what Xelector has been doing with the KDD technology, then the metaphor of Data 
Mining in the context of KDD is probably cute and appropriate. When someone mines, he must 
somehow sift through massive amounts of useless or uninteresting rock, dirt, etc. to find the rare 
nuggets of pure gold (or silver, or whatever). Similarly, looking at the legacy databases of any 
established company, agency or office, it is likely to find that there is much more value beneath the 
surface that the original database designers took into consideration.  
 
Therefore a simple definition of Data Mining would be satisfied, that “Data mining is the process of 
discovering meaningful new correlations, patterns and trends by sifting through large amounts of data stored in 
repositories and by using pattern recognition techniques as well as statistical and mathematical techniques”. The 
Gartner Group (Berry and Linoff 1997) 
 
However, according to its broad of use, the term Data Mining has been stretched beyond its 
limits to apply to any form of data analysis. From the numerous definitions of Data Mining, or 
Knowledge Discovery in Databases, one definition will probably give a clear statement:  

Data Mining, or Knowledge Discovery in Databases (KDD) as it is also known, is the nontrivial 
extraction of implicit, previously unknown, and potentially useful information from data. This 
encompasses a number of different technical approaches, such as clustering, data summarization, learning 
classification rules, finding dependency net works, analysing changes, and detecting anomalies.  
(William J. Frawley, Gregory Piatetsky-Shapiro and Christopher J. Matheus, in Fayyad et 
al 1996) 

 
 
Going further, there will be two further technical overviews concerning Data Mining and Data 
Warehousing, where extending information will be allocated to Data Warehousing, as Data 
Mining has been overviewed.  
 
 
A. DATA MINING MODELS 
IBM has identified two types of model or modes of operation that may be used to dig up the 
information of interest to the user (Dilly 1995).  

a. Verification Model 
This model draws a hypothesis from the user and tests the validity of it against the data. 
The emphasis is with the user who is responsible for formulating the hypothesis and querying on 
the data to affirm or to negate the hypothesis.  
 

b. Discovery Model 
This model differs in its emphasis that it is the system automatically discovering important 
information hidden in the data. The data is sifted in search of repeatedly patterns, trends and 
generalisations without intervention or guidance from the user. This aims to reveal a 
large number of facts about the data in as short a time as possible.  
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However, dealing with a vast amount of data, Data Mining systems have to rely on databases to 
supply the raw data for input and this raises problems such as dynamic, incompleteness, noise 
and size of the data, in addition to the adequacy and relevance of the information stored. 
 
In its progress, Data Mining and KDD research have drawn a number of other well-known 
fields, such as inductive learning, machine learning and statistics, which will be briefly described below.  
 
Inductive learning, is the process of inferring information from data by building model or process 
where the environment is analysed with a view to finding patterns. Generally, it is only possible 
to use a small number of properties to characterise objects to conclude an abstractions that 
satisfies the same subset of properties and mapped to the same internal representation. In 
addition, there are two main strategies in inductive learning, namely supervised learning (modelling 
and describing through examples) and unsupervised learning (modelling and describing through 
observation and discovery). 
 
Statistics : Instead of replacing the experts’ analysis, Data Mining allows and enables the experts’ 
knowledge of the data and the advanced analysis techniques of the computer to work together. 
Well known examples include the usage of statistical analysis systems like SAS and SPSS that 
have been widely used by analysts to detect unusual patterns and explain patterns using statistical 
models.  
 
Machine learning is the automation of a learning process. Machine learning examines previous 
examples and their outcomes and learns how to reproduce these and make generalisations for 
new cases. Generally a machine learning system use an entire finite training set which contains 
examples instead of using single observation. 
 
 
 
 
B. DATA WAREHOUSING 
There is a significant relationship between the Data Mining with the Data Warehouse, a place where 
the data is collected and stored. A Data Warehouse is a Relational Database Management System 
(RDMS) that is designed particularly to satisfy the needs of transaction processing systems. Data 
warehousing can perform an extraction to the archived data and overcome inconsistencies 
between different data formats. In addition, there are generally four characteristics that describe a 
data warehouse (Dilly 1995):  

• Subject-oriented: data are organised according to subject instead of application. Therefore, it 
will only contain only the information necessary for decision-making. For example, bank 
or financial institution would organise the data by customer, account no, and card 
number, instead of by products (student savings, current savings, deposits).  

• Integrated: data are converted in a standard format to prevent inconsistency when moved 
form outside operational environment into the data warehouse. For instance, marital-
status could be coded as "m" for married and "n" for un/not married in one application, 
but in another by 1 and 0.  

• Time-variant: un-updated data, that are 5 to 10 or more years old, are stored separately in 
the data warehouse to be used for comparison, trends and forecasting.  

• Non-volatile: Data are only loaded and accessed, but are not updated or changed in any 
way once they enter the data warehouse.  
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The processes that take place in the data warehousing can be briefly explained as follows : 
1. insulating the current operational information (to preserve the security and integrity of 

mission-critical OLTP applications) and will result a consumption of gigabytes or even 
terabytes of disk space. It has been found that only parallel processing systems offer sufficient 
bandwidth to deal with this massive data.  

2. retrieving data from various of heterogeneous operational databases, and transforming 
to the data warehouse based on a selected model (or mapping definition) of information, 
which is called "metadata", an important part of data warehouse that at least contains 
the structure of the data, the algorithm for summarisation and the mapping.  

3. cleaning and removing certain aspects of operational data, which slow down the query 
times to create an efficient data warehouse, in addition to remove the duplication and 
reconcile differences between various styles of data.  

4. transferring data into the data warehouse which is typically a large database on a high 
performance box, either Symmetric Multi-Processing (SMP) or Massively Parallel Processing 
(MPP). Moreover, a data warehouse can be used as a central store (against which the 
queries run) or as Data Mart that is small warehouses established to provide subsets of 
the main store and summarised information depending on the specific queries.  

 
 
 
 
 
 
 
 
 
 
 

 
 
 
 

Fig. 5. 
Data Warehouse Model (source: Dilly 1995) 

 
The figure above shows the data warehouse model, while the structure is figured below. 
 
  
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 6. 
The Structure of Data inside the Data Warehouse (source: Dilly 1995) 
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The current detail : reflects the most recent activities, which are usually the most interesting; it is 
stored at the lowest level of granularity and is stored on disk storage which is fast to access but 
expensive and complex to manage.  
Older detail data is stored on some form of mass storage; it is infrequently accessed and stored at a 
level detail consistent with current detailed data.  
Lightly summarized data is the data distilled from the low level of detail found at the current 
detailed level and generally is stored on disk storage.  
Highly summarized data is compact and easily accessible and can even be found outside the 
warehouse.  
Metadata is the final component of the data warehouse; it is different from its original format as it 
is drawn from the operational environment; but is used as a directory to help the Decision Support 
Systems analyst, a guide to the mapping of data, a guide to the algorithms used for summarization, 
etc.  
 
Furthermore, there are certain criteria for a data warehouse that will be only simply mentioned 
here, that it has to meet the criteria of (Dilly 1995): 

• Load Performance  
• Load Processing  
• Data Quality Management  
• Query Performance  
• Terabyte Scalability  
• Mass User Scalability 
• Networked Data Warehouse  
• Warehouse Administration 
• Integrated Dimensional Analysis 
• Advanced Query Functionality  

 
 
 
C. OTHER  APPLICATIONS 
The combination of vast quantities of data together with heightened competition and the need to 
grow profits imply that many companies are turning to data mining for new levels of business 
intelligence. According to the Data Mind Corporation, the market for data mining is expected to 
increase from $300mn in 1997 to around $800mn by the year 2000. It is clear that Data Mining 
will be a significant tool in the analysis of large databases and decision support mechanisms. 
(Data Mind Corporation, 1997) 
 
Some of those applications are in: 
- Banking (detect patterns of fraudulent credit card use, identify loyal customers, identify 

stock trading rules from historical market data, etc.)  
- Insurance and Health Care (claims analysis, predict and identify customers’ behaviour 

patterns, identify fraudulent behaviour, etc.)  
- Marketing (identify customers’ buying patterns, find associations among customers’ 

demographic characteristics, etc.) 
- Medical (characterise patients’ behaviour to predict office visits, identify successful medical 

therapies for different illnesses, etc.) 
- Mass Media (characterise readers’ behaviour to provide a feature/news, find associations 

among readers’ social backgrounds, etc.)  
- Transportation (determine the distribution schedules among outlets, analyse loading 

patterns, etc.) 
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CONCLUSION  
 
 
 
During these past few years, the need for an enterprise-wide information strategy has never been 
stronger. It has been inferred by many business community that information is the fuel of a new 
industrial progress and even revolution. However, the information has to be organised and 
modelled so that it benefits the business community and the customers as well. 
 
In the context of Knowledge Discovery in Databases (KDD), the key to selecting the 
appropriate modelling technique is an understanding of the basic function of the data structure. 
The Data Mining and Data Warehouse technology then reflect the company’s business rules as 
the relational model that meets its requirements.  
 
An important point of Data Mining and Data Warehouse in this approach is the availability of 
the management information. In particular, they are needed to feed an analytical process for 
management information. Until the recent research, KDD is the only technology that enables 
organisations to fully integrate customer service and relationship management applications in 
order to maximise the benefits from them.  
 
Xelector Plc, in particular has attempted to implement the KDD technology not to look at the 
different areas of the customer relationship in isolation, but to see customer relationship 
management as an integral element of its overall business strategy. 
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